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Infinity = extreme requirements

The word infinity generally turns technical people off.  It is most often associated with the hyperbole of sales pitches from slick sales people, but I’m not selling anything.  Instead, I intend to use the concept of infinity to clarify scalability problems seen in everyday systems.  Whether in philosophy, politics, or computers, nothing clarifies an issue like considering the extreme case.  In this case, we will discuss the optimal management of databases for data warehouses using Oracle.

As an example, consider a recent proposal for a data warehouse for the scientific analysis of astronomical data, gathered from instruments both earth-based and in orbit.  For an IT professional, the most interesting aspect of this proposal is the amount of data involved, as the instruments were expected to generate about 50 Terabytes of data every day.  That is an average of 600 Mbytes to be loaded every second of every day.  Minute after minute.  Hour after hour.  Day after day.  Month after month.  A relentless tide of data to be loaded.

Capacity is one problem, as retaining data loaded at that rate for seven years would result in about 127,850 Tbytes of data, or just under 125 Petabytes.  If you add another 50% to that figure to accommodate indexes, then we are looking at 191,775 Tbytes, or 187 Pbytes.  Currently, hard disk storage can cost approximately $1.00/Gbyte, so 187 Pbytes of storage can represent a price tag of about US$375 million investment in RAID-1 (i.e. volume mirroring) storage alone.  And that is just the storage media itself, not counting storage-area network (SAN) infrastructure, fiber-channels and host-bus adapters, and all of the additional hardware and software to manage everything.  Figure US$400 million in storage alone, easy…

Throughput is the other problem.  So far, we’ve only discussed the loading of the data.  To support an average sustained rate of 600 Mbytes/second of data, the current state of the art is hard disks that have maximum throughput of 150-200 Mbytes /second.  Obviously, we’re right at the trembling edge of sustainable throughput with this storage technology, and extremely careful planning would be necessary for this throughput rate to be feasibly supported over a long period of time.  Clearly, RAID-0 (a.k.a. “striping”) is necessary to permit the workload (i.e. 600 Mbytes/second) to be distributed across multiple devices, each capable of (at most) 150-200 Mbytes/second.  But is 600 Mbytes/second really the workload to be supported?

If you know relational databases, then you know that we’ve only scratched the surface.  The purpose of a data warehouse is to support queries, not just simply load raw data, so obviously we still have not yet considered the full lifecycle of processing of loaded data from the standpoint of I/O accounting:

1. Data inserted into tables in the database (i.e. writing 600 Mbytes/second)

· Optionally, database recovery records generated (a.k.a. redo or journaling records) for loaded data (i.e. writing another 600 Mbytes/second, perhaps reading yet another 600 Mbytes/second during archival)

· Optionally, transaction recovery records generated (a.k.a. undo or rollback records) for loaded data (i.e. another 30 Mbytes/second perhaps?)

2. Indexes built on newly-inserted data (i.e. reading another 600 Mbytes/second, writing another 300 Mbytes/second)

· Optionally, database recovery records generated (a.k.a. redo or journaling records) for indexes built (i.e. writing another 300 Mbytes/second, perhaps reading yet another 300 Mbytes/second during archival)

· Optionally, transaction recovery records generated (a.k.a. undo or rollback records) for indexes built (i.e. writing another 300 Mbytes/second perhaps?)

3. Data and indexes analyzed to gather statistics for use by the cost-based optimizer (i.e. reading another 300 Mbytes/second for tables, reading another 300 Mbytes/second for indexes)

4. End-user query activity – very heavy utilization over the first year (i.e. pure guessing – reading another 600 Mbytes/second)

5. End-user query activity – moderate utilization over the second and third years (i.e. pure guessing – reading another 60 Mbytes/second)

6. End-user query activity – light utilization over the fourth through seventh years (i.e. pure guessing – reading another 6 Mbytes/second)

7. Backups of data to backup media (i.e. reading another 600 Mbytes/second for tables, reading another 300 Mbytes/second for indexes)

· Weekly or monthly or quarterly, over the course of seven years

8. Removal of data after it has aged seven years (i.e. writing another 600 Mbytes/second for tables, writing another 300 Mbytes/second for indexes)

· Optionally, database recovery records generated (a.k.a. redo or journaling records) for removed data and index entries (i.e. writing another 900 Mbytes/second, reading another 900 Mbytes/second during archival)

· Optionally, transaction recovery records generated (a.k.a. undo or rollback records) for removed data and index entries (i.e. writing another 900 Mbytes/second)

Remember:  even though each of these activities are sequential for any particular row of data, from a system-wide perspective they are all happening at once, during the same second in time.  Minute after minute.  Hour after hour.  Day after day.  Month after month.  A relentless tide of data, washing back and forth like the waves on a beach.

So, if you add up all these estimates of the throughput demands on I/O resulting from the activities listed above, the original stated workload of 600 Mbytes/second of data balloons to a more realistic workload of 9,096 Mbytes/second!

This is a 15:1 ratio -- for every byte of data loaded, we can prove that 15 bytes or more will be read or written, minimum, during the lifetime of the data.  So, once we consider the full range of activities involving I/O performed with relational database systems, the true problem is actually that of supporting I/O throughput of 9,096 Mbytes/second using storage devices that can sustain maximum throughput of 150-200 Mbytes/second.

With hundreds of billions of dollars invested in storage alone, 

Infinity isn’t just numbers that exceed the imagination.  Anybody can imagine 50 Tbytes/day.

Infinity is anything that is beyond your grasp.

Pushing the horizon of infinity further is a something that has to be accomplished step by step.  If the entire task is considered in its entirety only, then it might well be impossible.  But if you take the big problem, break it down into chunks, and attack each chunk, you can achieve success in the face of the most extreme requirements.  You can reach infinity.

Divide and conquer

Partitioning literally permits subsets of a table or index to be managed as an independent object, while permitting the whole collection of partitions to be viewed and managed as a whole.  Quite clearly, the important concept here is divide and conquer.  Rather than allow everything to grow into a single large unmanageable glob, break the glob into many smaller, more manageable chunks.

Oracle has supported table and index partitioning since Oracle8 v8.0, introduced in the 1997 timeframe.  Since then, various additional partitioning features have been released, but they have been incremental improvements, rather than revolutionary change:

· (1997) Oracle8 v8.0

· range partitioning (includes add, drop, rename, truncate, modify, move, split, exchange partition operations)

· (1999) Oracle8i v8.1

· hash partitioning

· composite range/hash sub-partitioning

· merge partition operation added

· (2002) Oracle9i v9.2

· list partitioning

· composite range/list sub-partitioning

· UPDATE GLOBAL INDEXES clause added

· (2004) Oracle10g v10.1

· hash- and list-partitioned global indexes

Obviously this is an abbreviated list of milestones, only showing highlighted functionality, but from a scalability perspective, the most important partitioning feature is hidden in the very first set of features introduced – EXCHANGE PARTITION.

Everything is a segment

Prior to Oracle8, tables and indexes were stored as individual “segments” within a tablespace.  Segments are comprised of extents, and extents are comprised of blocks, with blocks being the smallest unit of space actually managed by the database.  One could manipulate the number of blocks within an extent according to whether the table or index was large or small, to make extent management easier.  One could also manipulate the number of extents within a segment, to make space management within a tablespace easier.  One could also spread a tablespace across multiple datafiles, to try to distribute I/O load across volumes or to allow a segment or tablespace to be larger than any particular storage device or volume.

But there was no way to effectively manage a segment that grew huge.

In Oracle8 and beyond, partitions are themselves segments, and they can be stored and managed independently of one another.  In Oracle8i and beyond, sub-partitions are themselves segments, to be stored and managed independently of one another.  But from a user’s perspective, these partitions and sub-partitions are invisible.  They are simply physical implementation mechanisms.  What the user sees is the table or index, whether it is an individual segment or a collection of segments.

The EXCHANGE PARTITION operation makes this physical implementation of partitions and sub-partitions as segments quite clear.  In the original EXCHANGE PARTITION operation in Oracle8 v8.0, an individual partition could be “exchanged” with a non-partitioned table.  This sounds confusing at first, until you remember that everything is a segment.

The partition is a segment.  The non-partitioned table is a segment.  The EXCHANGE PARTITION operation is merely changing the identity of the partition to become that of a non-partitioned table, and then changing the identity of the non-partitioned table to become that of a segment.

This magic is performed entirely within the Oracle data dictionary.  The identities of the segments themselves do not change.  Nor does any of the data within the segments get moved.  Instead, the identity of segment A (formerly a partition) is changed from SEGMENT_TYPE = ‘TABLE PARTITION’ to ‘TABLE’, and the identity of segment B (formerly a non-partitioned table) is changed from SEGMENT_TYPE = ‘TABLE’ to ‘TABLE PARTITION’.  As long as both the partition and the table have the same “logical shape” (i.e. same columns, data types, scalability, precision, data-integrity constraints such as NULL/NOT-NULL, etc), this kind of identity switching is valid.

The EXCHANGE PARTITION operation is thus a very clever mechanism, but does not seem more useful than a simple parlor trick in database management.  After all, what possible benefit does it have?

In point of fact, it is the most important single feature in partition management.  Using it, data warehouse databases can achieve infinite scalability and availability.  When it is not used, it is utterly impossible for an Oracle database supporting a data warehouse to achieve anything approaching infinity.

To put it simply, using the EXCHANGE PARTITION operation is the difference between riding the virtuous cycle and riding the death spiral.

The “virtuous cycle” and the “death spiral”

Ah, more hyperbole.  Words like infinity, virtue, and death!  Am I really a sales person masquerading as a technical consultant?  What am I selling?

I have been optimizing Oracle databases for data warehouse applications for more than 10 years. Over that time, I have optimized all kinds of databases, small and large and enormous, supporting OLTP applications, supporting data warehouse applications, or supporting combinations of both.

I’ve noticed some trends, especially with regards to large data warehouses.  Those that used EXCHANGE PARTITION during the loading of data (i.e. extraction, transformation, and loading or ETL) were able to make effective and optimal use of all of the data warehousing features of the Oracle RDBMS.  Those that did not use EXCHANGE PARTITION during ETL seemed constrained to ANSI standard features only, failing to scale, failing to satisfy users, and ultimately failing altogether.

It seems simplistic to attribute the ultimate success or failure of large-scale multi-year projects to the use (or lack of use) of a single feature, but I feel comfortable in doing so.

Now, how exactly does EXCHANGE PARTITION help in extremely large data warehouses?

Optimizing ETL using EXCHANGE PARTITION

The basic algorithm for using EXCHANGE PARTITION in ETL processing starts with the idea that new data needs to be loaded into one (or more) partition(s) in a partitioned table.  The partitioned table is range partitioned on a date column, and it can also be hash or list sub-partitioned within each range partition.

Let’s start with the simplest algorithm, where one partition is being loaded…

9. Create a “temporary” table using the “logical shape” and data within a partition to be loaded

· Most often, a CREATE TABLE … AS SELECT command is used to create the “temporary” table with the same storage parameters as the partition to be loaded

10. Load new data into the “temporary” table

· The load can be performed in parallel

· Can use a “direct-path” or APPEND load

· If performing a “direct-path” or APPEND load, then the load can be performed using NOLOGGING as well

11. Create indexes on the “temporary” table for each of the LOCAL indexes on the partitioned table

· Use the COMPUTE STATISTICS clause on the CREATE INDEX command to gather cost-based optimizer (CBO) statistics during the index build.  This is a “free” operation, which saves having to scan the indexes after they are built

· The parallel DEGREE and NOLOGGING clauses can also be used on the CREATE INDEX command

12. Gather cost-based optimizer (CBO) statistics on the “temporary” table

· A very small sample can be used with little or no sacrifice in the accuracy of the statistics gathered

13. Exchange the “temporary” table with the partition

· Use the INCLUDING INDEXES clause to exchange the indexes on the “temporary” table with corresponding partitions in LOCAL indexes

· Use the UPDATE GLOBAL INDEXES clause to maintain any GLOBAL indexes without invalidating them during the exchange operation

Why bother with all of this?  Why not simply insert new rows directly into the table?

“Direct-path” or APPEND loads

The direct-path or APPEND insert mechanism invalidates indexes while it is running, so performing a direct-path load on a table that is being queried means indexes are wiped out and cannot be used.

The direct-path or APPEND loads are intended for the purpose of loading huge volumes of data.  They do so by bypassing almost all of the transactional mechanisms built into Oracle.  In a way, the “direct-path” or APPEND mechanism is a throwback to a much more primitive database management system, one that Oracle had worked very hard to get away from.  Some database management systems, like Teradata, can only insert data using techniques similar to the Oracle “direct-path” or APPEND mechanism.

Direct-path loads are performed outside of “managed” space, either above the high-water mark (HWM) of a segment or within a “temporary” segment.  All processing and formatting of blocks is performed within the loading process only, and mechanisms such as the Buffer Cache and undo/rollback segments are not utilized.  So, there is no contention whatsoever for resources, as there is for processes utilizing shared resources in the SGA such as the Buffer Cache and the Shared Pool.  Processes performing direct-path loads are able to simply operate by themselves, as fast as they can, concentrating on the main tasks of reading and writing without worrying about cooperating with other sessions.

In fact, since the normal transactional-control mechanisms are not used, there is even an option to skip generating redo logging for database recovery, in a mode called either UNRECOVERABLE (old terminology) or NOLOGGING (more recent terminology).  So, if you recall the list of tasks mentioned earlier in this paper, especially item #1:

14. Data inserted into tables in the database (i.e. writing 600 Mbytes/second)

· Optionally, database recovery records generated (a.k.a. redo or journaling records) for loaded data (i.e. writing another 600 Mbytes/second, perhaps reading yet another 600 Mbytes/second during archival)

· Optionally, transaction recovery records generated (a.k.a. undo or rollback records) for loaded data (i.e. another 30 Mbytes/second perhaps?)

Please note that the actual loading of data involves writing 600 Mbytes/second, while the optional ancillary operations of writing database recovery records (a.k.a. redo) generates an additional 1,200 Mbytes/second of reads and writes, while the other optional ancillary operation of writing transaction recovery records (a.k.a. undo) generates yet another 30 Mbytes/second of additional write I/O operations.

So, not only are direct-path or APPEND insert operations faster than “conventional” insert operations, but the ability to “cut” out the generation of undo and redo data cuts this step down to the bare minimum of 600 Mbytes/second, from over 1,800 Mbytes/second.

So again, why can’t direct-path or append operations be performed directly on a table accessed by users?  Because the users would not be able to query data while a direct-path operation was writing to it.

But, when the direct-path operation is performed on a “temporary” standalone non-partitioned table, and then that loaded data is exchanged into the partitioned table that is being queried by end users, then there is no need to interrupt the availability of the table.

In essence, using the EXCHANGE PARTITION operation allows us to have our “cake” (i.e. direct-path loads) and eat it, too (i.e. no need to interrupt queries).

Read-consistency during EXCHANGE PARTITION

Another enormous advantage of the EXCHANGE PARTITION operation is the fact that it is read consistent with respect to in-flight queries on the target partitioned table.

Remember how the EXCHANGE PARTITION operation works.  There are two segments:  a partition within a partitioned table and a standalone non-partitioned table.  During an exchange operation, only the identities of the two segments are modified, not the segments themselves.

Queries that are started on the target partitioned table before the EXCHANGE PARTITION operation might very well access the partition to be exchanged.  Because that segment isn’t changing during the EXCHANGE PARTITION (it is only be re-named, so to speak), then that in-flight query will complete without a problem even during and after the EXCHANGE PARTITION operation is complete.  The query will read the data in the exchanged partition (now a standalone table).  As is promised by Oracle’s read-consistency mechanisms, all queries will “see” a view of the data in the database as of the time when the query is started.  This holds true even if a partition that will be traversed by the query is exchanged.





Figure 1: read consistency of in-flight queries

Of course, any query started after the EXCHANGE PARTITION operation will “see” a view of the database that includes the completed exchange of segments.  As shown in figure 1, the later query (shown in blue) will query the new partition; the older in-flight query (shown in green) will query the old partition, which is now a standalone table.

Of course, there are conditions on this.  If the EXCHANGE PARTITION operation is followed by a DROP TABLE or TRUNCATE TABLE of the newly-independent non-partitioned table, then any in-flight queries will fail.  This would be true if the EXCHANGE PARTITION operation had never been performed, and an ALTER TABLE … DROP PARTITION or ALTER TABLE … TRUNCATE PARTITION had simply been performed on the partitioned table being queried instead.  For this reason, it is wise not to “clean up” after completing the five steps of the basic ETL algorithm described earlier; wiser to clean up before starting the next operation, to allow enough time for any in-flight queries to complete successfully.

So, because of this magical read-consistency mechanism, the technique of performing ETL using the EXCHANGE PARTITION operation implies the complete elimination of a “load window” for the data warehouse.  This is not to say that loads occur instantaneously.  Instead, from the end-users perspective, there is no reason to cease queries against the data warehouse to allow ETL to be performed.  From the end-users perspective, newly-loaded data can simply “appear” instantly.  With so many data warehouses applications demanding round-the-clock operations, eliminating the concept of a “load window” is an incredible boon.

Making bitmap indexes and “star transformations” possible

Another advantage to using EXCHANGE PARTITION during ETL is to make Oracle’s “star transformation” functionality and the use of bitmap indexes possible.

WHAT’S THAT???  Did I just say that “star transformations” and bitmap indexes aren’t possible without using EXCHANGE PARTITION?  It’s quite true, though it is not something that you will read in any documentation or on MetaLink.

The linkage starts this way:

· Bitmap indexes are crucial to Oracle’s implementation of “star transformations”.  Without the presence of bitmap indexes on all of the “dimensional keys” on the FACT table, then Oracle will not convert a standard join into a “star transformation” join between a FACT table and two or more DIMENSION tables.

· Star transformations are a specialized, optimized type of table join especially designed for use in “star schemas”, also known as “dimensional data models”.  They are automatically triggered when the Oracle cost-based optimizer (CBO) recognizes the pattern of a large table (a FACT table) as the hub of a join between two or more smaller (DIMENSION) tables, when the join-keys on the hub FACT table are all supported by bitmap indexes.

· Dimensional data models are the fundamental way to present data to end-users in data warehouses and data marts.  Just about every data analysis and query tool for data warehouses expects to find data organized into a dimensional data model, including Cognos, BRIO/Hyperion, and Oracle Discoverer.

This is all well and good, and in fact is quite well documented in Oracle’s own documentation.

The problem, the fly in the ointment, is the impact of “conventional” insert, update, and delete operations on bitmap indexes.  Performing INSERT, UPDATE, and DELETE statements on bitmap indexes is:

· Very very slow

· Leaves bitmap indexes in a “disorganized” state, often causing them to “balloon” in size

Bitmap indexes are highly compressed data structures.  Manipulating their contents after they are built requires index entries to be uncompressed, manipulated, and then recompressed.  This is a slow process – it is not unusual to see INSERT, UPDATE, or DELETE operations that affect bitmap indexes take significantly longer (i.e. 10x, 20x).

Often, the data changes that are made do not allow the data to be recompressed to the same size as before, requiring that the index blocks be split to accommodate the newly-expanded data.  It is not unusual to see bitmap indexes double in size after manipulation.

There is no real magic about bitmap indexes – their main advantage in supporting queries lies in the fact that they are compact and that bit-masking merges with other bitmap indexes are extremely fast.  So, with bitmap indexes, you want to make sure that you are merging several together, and that they are small.  If each found of ETL processing causes the bitmap indexes to double in size, then they lose an important part of their effectiveness.

So, let’s say that you try to perform ETL on a data warehouse table not using the EXCHANGE PARTITION technique described.  This means that you’ll be performing inserts, updates, and deletes directly against the tables that users are querying.  Against tables which support several bitmap indexes, as proscribed for the purpose of instigating “star transformations”.  The conventional SQL statements, whether they are INSERT, UPDATE, or DELETE, are already much slower than a direct-path or APPEND insert operation.  This will be compounded by the fact the bitmap indexes in place will further slow down data manipulation.  Last, the bitmap indexes in place will left in a ballooned, expanded state by the data manipulation, making them less efficient for queries.

So, what happens next?  Someone decides that the bitmap indexes have to be rebuilt periodically.  Perhaps, after each ETL cycle.  How does this complete rebuild of the entire bitmap indexes help scalability?

If you want to use “star transformations”, you have to be able to maintain bitmap indexes.  If you want scalability, you do not want to rebuild them over and over again.

If the EXCHANGE PARTITION technique is used for ETL, then LOCAL bitmap indexes never have to be rebuilt.  They are built once, when the data is loaded into the standalone “temporary” table.  They are analyzed once, and once only, when they are built, using the COMPUTE STATISTICS clause of CREATE INDEX.  And after they are exchanged into the partitioned table, they never need to be manipulated or rebuilt again.

Load each row once.  Index it once.  Analyze it once.  And then never touch it again.

Optimizing queries using partitioning pruning

We’ve discussed in some depth how important the use of EXCHANGE PARTITION is to ETL processing, but the other side of partitioning is the impact on query performance, through partition pruning.

The Oracle cost-based optimizer (CBO) is capable of detecting whether a SQL statement will utilize one, several, or all of the partitions or subpartitions in a partitioned table.  The CBO prunes partitions and subpartitions two ways:  by explicit specification and by implicit specification.

Explicit specification is when a specific partition or subpartition is explicitly named in the FROM clause of the SQL statement, such as the following:

select count(*) from statement_fact partition (p20041031);

update person_dim subpartition (p20040805_sp3) set last_update_date = sysdate;

insert into sales_fact partition (pEast_Region) values (…, …, …);

In each of these SQL statements, the PARTITION or SUBPARTITION clause is appended to the name of the table, followed by the name of the partition or subpartition to access or manipulate.

However, the method of explicit specification is highly unlikely to be used by anybody other than administrators performing special maintenance or directed batch processing.  The method of implicit specification is much more likely to be used by end-users of the data warehouse.

Implicit specification is used when the CBO detects a literal value being bound to the partition-key column(s).  For example, for a composite-partitioned SALES_FACT table that is range-partitioned on the TXN_DT column and hash-subpartitioned on the ACCT_ID column, pruning can be accomplished as follows:

select count(*) from sales_fact where txn_dt = ’01-SEP-04’;

select count(*) from sales_fact where acct_id = 123456;

select count(*) from sales_fact where txn_dt = ’30-AUG-03’ and acct_id in (123456,789101);

In the first example, where only a single TXN_DT value is specified, the CBO will prune to a single range-partition, including all of the subpartitions within that range partition.  If there is seven years worth of data in the SALES_FACT table and the table is partitioned by month, this means that the query in question will prune down to only one month of data, instead of scanning the entire seven years.  This might mean that only one partition out of 84 is scanned, which might only be 1-2% of the total bulk of the table.

In the second example, the CBO will prune to all of the subpartitions containing the specified ACCT_ID, across all of the range partitions.  If there are 32 hashed subpartitions within each partition, this means that only 1/32nd of the entire table will be scanned.

The third example is the most powerful of all.  Here, the CBO recognizes that both the range-partition key-column and the hash-subpartition key-column are specified, so only a single subpartition will be scanned.  If the table is partitioned by month along the TXN_DT and hashed into 32 subpartitions along the ACCT_ID, then that only one subpartition out of a total of 2,688 (i.e. 84 times 32) will be scanned.

This pruning capability makes partitioning the most powerful tool for improving SQL statement performance that exists, and provides the opportunity for scalable performance no matter how large tables, indexes, and the database gets.

The fastest operation is one that never happens.  Partition pruning provides the opportunity to avoid work, and nothing is faster than that.

A gun with two bullets

So, partitioning by itself does not improve performance or scalability.  It has to be designed to give full advantage to ETL processing and to query processing, both.  In this respect, think of partitioning as a gun with two bullets.

There are two dimensions to partitioning:

15. Range partitioning

16. Hash or list subpartitioning

The first bullet – choosing the range-partition key-column

In a data warehouse, the range partitioning should almost always be performed by a date column, because a data warehouse contains time-variant data and will always be loaded and purged according to time.  So, the range-partition key-column should be chosen to benefit both end-users queries as well as ETL processing.

For example, let’s suppose that there are three date columns on a fact table for credit-card transactions.  One date column is the date on which the transaction actually occurred (i.e. TXN_DT), another is the date that the transaction was posted to the credit-card account (i.e. POST_DT), and the third date column is the date that data was loaded into the data warehouse (i.e. LOAD_DT).

The most natural and obvious key-column for ETL processing is LOAD_DT.  Each day’s worth of data would be loaded into one and only one LOAD_DT value.

However, end-users do not pay attention to LOAD_DT.  Their queries include either TXN_DT or POST_DT, but never LOAD_DT.

So, making LOAD_DT the range-partition key-column for this table would benefit ETL processing perfectly, but would not aid the performance of end-user queries by permitting implicit partition pruning.

This is a tough choice, but perhaps it is made easier if one remembers that the purpose of the data warehouse is to benefit end-user queries.

So, the proper choice for a range-partition key-column would be either TXN_DT or POST_DT, even if this choice complicates ETL processing.  It might happen that any particular load cycle might encompass more than one TXN_DT or POST_DT value.  This means that the basic 5-step ETL processing involving the EXCHANGE PARTITION operation might have to become a little more complicated.

For example, let’s assume that the decision was made (by the end-users) that the table in question should be range-partitioned on the TXN_DT column.  For each day’s worth of transactions to be loaded, the majority (i.e. 95%) of the rows would probably be from yesterday.  Another good percentage (i.e. 4%) might be dribbling from the day previous.  And then, the rest of the data to be loaded today (i.e. 1%) might come from the day before that.  So, the algorithm for loading these three days worth of data might have to look like the following:

17. For each TXN_DT value in the incoming data, do the following:

18. Create a “temporary” table using the “logical shape” and data within a partition to be loaded

19. Load new data into the “temporary” table

20. Create indexes on the “temporary” table for each of the LOCAL indexes on the partitioned table

21. Gather cost-based optimizer (CBO) statistics on the “temporary” table

22. Exchange the “temporary” table with the partition

Thus, in the first major iteration of the algorithm, for loading the 95% of the data pertaining to yesterday, the CREATE TABLE … AS SELECT statement to create the “temporary” table from yesterday’s partition might copy no existing rows at all, because yesterday’s partition is completely empty.

However, on the next major iteration for the day before yesterday, there might be millions of rows copied into the new “temporary” table.  Then, the 4% of data to be loaded for that day can be loaded on top of that, then the indexes created, everything analyzed, and then exchange the whole shooting match back into the main table.

The last major iteration of this processing might be the most painful, because for the day before the day before yesterday, there might once again be millions of rows to copy from that partition to the new “temporary” table.  Then, the new 1% of data to be loaded can be loaded on top of that, indexes created, analyzes performed, and then exchange the whole thing back into the main table.

The downside to choosing either TXN_DT or POST_DT as the range-partition key-column is that ETL processing becomes more complicated and slightly less efficient, but the upsides are still considerable, including all the advantages of using EXCHANGE PARTITIONING plus enabling partition pruning.

So, hopefully the first bullet can hit the target with both partition pruning as well as ETL processing…

The second bullet – choosing the hash- or list-subpartition key-column

This bullet is aimed at only one audience – end-users.  There is no benefit whatsoever to ETL processing on the choice for the subpartition key-column, so there is no need to choose one over the other.

However, there are still some choices to be made:  which column to subpartition upon and which type of subpartitioning to utilize.

First things first – which column to subpartition upon?  Clearly, this question cannot be answered effectively unless one is monitoring what columns are used predominantly by end-users in their WHERE clauses.  After all, it does not make sense to choose a column that is rarely or never referenced by end-users in the WHERE clause of their SELECT statements.  This gets into the massive realm of usage tracking in a data warehouse, a function which can be fulfilled by something as simple as the Oracle STATSPACK package or by something as extensive as the Usage Tracker product from Ambeo (http://www.ambeo.com) or iSight from Teleran (http://www.teleran.com).

Once a heavily-used column has been chosen, then the nature of the data in the column will determine what type of subpartitioning mechanism to use.  If the range of values in the chosen column is open-ended and boundless, then only hash subpartitioning is possible.  If the range of values in the chosen column is bounded and finite, then perhaps list subpartitioning makes more sense.

Optimizing the data lifecycle with partitioning

We’ve discussed how partitioning benefits ETL processing, how it enables important advanced features like “star transformations”, direct-path or APPEND loads, bitmap indexes, and partition pruning.

Something else that partitioning enables is the “right-sizing” of storage media to the data lifecycle.

Jeff Maresh has written an excellent paper on this topic, entitled “Managing the Data Lifecycle”, available online at http://www.EvDBT.com/papers.htm.

The basic idea is that, as data ages, it can be stored on progressively less-expensive storage media.  When it is being loaded, it should be stored on the fastest storage media available, either high-quality SAN or even solid-state disk (SSD).  This is because there are huge demands being made on new data, both for maintenance (i.e. indexing, analyzing, etc) and for querying.  Later, as data gets older, it is queried less often, so it is reasonable to move it to cheaper, slower storage.  Most end-users are financially savvy, so they understand the trade-off between cost and speed of retrieval.  The key to moving data from one storage media to another without affecting online access is by making tablespaces housing groups of partitions READ ONLY as soon as possible.

So, let’s assume that tables (and indexes) are range-partitioned by day.  Each month’s worth of table partitions could be grouped into one tablespace while the corresponding local-index partitions could be grouped into another tablespace.  By the middle of a particular month, the previous month’s tablespaces can be set to READ ONLY, since it is unlikely that any changes will be made to the data more than two weeks after being loaded.  This also means that these READ ONLY tablespaces do not have to be backed up frequently any more – once every couple months or even once per year should be sufficient.  Thus, the volume of data to be backed up is significantly decreased.

After a year or so, the data in the READ ONLY tablespaces can be copied to another storage media without affecting end-users online access to the data.  This transfer to cheaper, slower storage media can possibly occur several times, each time the data remaining fully available online in the database, but simply housed on slower media.

Finally, if the data reaches the end of it’s life-cycle and is to finally be purged, then the data can be quickly removed using a DROP PARTITION or TRUNCATE PARTITION operation.

Remember the list of activities consuming I/O throughput from the beginning of the paper?  Remember the last items on the list?

23. Backups of data to backup media (i.e. reading another 600 Mbytes/second for tables, reading another 300 Mbytes/second for indexes)

· Weekly or monthly or quarterly, over the course of seven years

24. Removal of data after it has aged seven years (i.e. writing another 600 Mbytes/second for tables, writing another 300 Mbytes/second for indexes)

· Optionally, database recovery records generated (a.k.a. redo or journaling records) for removed data and index entries (i.e. writing another 900 Mbytes/second, reading another 900 Mbytes/second during archival)

· Optionally, transaction recovery records generated (a.k.a. undo or rollback records) for removed data and index entries (i.e. writing another 900 Mbytes/second)

Item #7 is improved by backing up READ ONLY data very infrequently, saving lots of I/O throughput.

Item #8 is eliminated entirely by DROP PARTITION or TRUNCATE PARTITION operations.  You can’t do much better than “zero”.

Summary

So, hopefully it is clear that using the EXCHANGE PARTITION operation during ETL processing permits full usage of all of the most advanced functionalities offered by the Oracle RDBMS for data warehousing, a chain reaction that can be referred to as the virtuous cycle.  Utilize the basic algorithm (or any variant) described in this paper that utilizes EXCHANGE PARTITION, and the target data warehouse, large or small, has an excellent chance of scaling to infinity, and beyond.

Not using this basic functionality during ETL processing, attempting to bull one’s way through ETL processing by loading directly into the data warehouse tables, is merely the beginning of a death spiral that will inevitably result in difficulty after difficulty, compromise after compromise, workaround after workaround, all the while the need for more and more hardware to support a system that nobody is happy with.

Please feel free to download the EXCHPART package, which contains working sample code to implement the basic 5-step EXCHANGE PARTITION algorithm, from http://www.EvDBT.com/tools.htm.  Search that page for the phrase “exchpart.sql” in order to download a SQL*Plus script containing DDL code.

And begin riding the virtuous cycle…
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