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Introduction

There are a number of ominous signs to warn you that your data warehouse lifecycles are not being managed well.  One sign is that you get to be real good friends with your data storage vendor.  You have lunch at a nice restaurant a couple of times each month to discuss storage needs and they take you on golf outings every quarter.  You experience this generosity because your quarterly orders for their products are measured in multi-terabyte chunks.  These lunches are nice respites for you and your staff who work nearly 24x7 at a frenetic pace just to keep the warehouse running.  That backup that is now taking nearly four days to complete is another warning sign, particularly since just five months ago you installed a new high-end tape storage subsystem and paid the vendor good money to optimize all of the backup software.  Nine months ago, you increased the number of CPUs on the system by 50% just to keep end-users happy with query response time.  Now you find yourself negotiating for a brand new replacement box with a lot more horsepower.  How much worse can it get?

Successful data warehouses accumulate large volumes of data over time.   The majority of the data are the quantifiable measures that occur everyday in the business that accumulate in fact tables.   Shortly after a business event occurs, the measures find their way into one or more fact tables and users have a lot of interest in them.  Over time as more facts are added, the older data become less useful for answering business questions, so considerably fewer queries are run against them.  Finally after some period of time, the data are no longer of any use.  This is the data lifecycle and a single data warehouse will have many different ones associated with the various fact tables.  This paper discusses how to effectively and efficiently manage data lifecycles.

The Data Lifecycle

Throughout the day on May 14 at your favorite supermarket chain store, customers bustle through the store packing their shopping carts full of groceries.  As they move through the busy checkout line, the clerk scans each product with a barcode scanner.  The barcode contains a unique identifier called a SKU, short for Stock Keeping Unit.  The SKU identifies all of the distinguishing features of the product, including its manufacturer, size, color, and price.  Each time a product is scanned, a datum is born.  Before handing the smiling clerk your wad of cash, you hand over your store discount card with great anticipation.  The clerk runs your card through the reader and up comes a $3.52 discount on the CRT for your cartful of groceries.  You feel satisfied.  Each item from the sale is now associated with a unique purchaser, namely YOU.  Periodically, raw data from each Point of Sale (POS) system (aka cash register) is sent to the store’s main computer.  At some point later in the day, the main computer builds a file containing the thousands of lines transaction detail from all of the POS systems in the store and sends it to headquarters electronically.  

May 14 POS data from the 190-store supermarket chain begins to arrive at headquarters shortly after 1AM on May 15.  The raw data file is hurried off to a number of different data transformation and loader processes that massage and load the data into the most convenient form to answer different types of business questions.   One destination schema is used for answering longer-term business questions, which includes seasonal stock management and the effects of discounts on sales.   To make these kinds of decisions, 18-months worth of sales data are stored in the schema.  Here, the data are combined with product cost data and aggregated by store, date of sale, SKU, and promotion.  Data are stored in a traditional dimensional schema with a central fact table and four attendant dimension tables (Figure 1).  The promotion key identifies items that are sold at a discount.  Examples of promotions are buy one get one free offers, items advertised on sale in a newspaper, and in-store discounts given to shoppers that have store discount cards.   The remaining dimensions are self-explanatory.  The fact table columns include the quantity sold, dollar amount of the sale, the product cost, and the number of customers that purchased the product.   Each row in the table contains these facts for a particular product, at a particular store, on a particular day, for a particular promotion. 

Once data are loaded, business analysts get busy running queries to gain insight into the store’s operations.  During the next 10 days, changes will occur to the data from May 14.  A fiber optic cable cut in San Diego prevented several stores from transmitting their sales data for the past two days so their data are transformed and inserted when it arrives.  For the past three days, bad data was sent by one store in Illinois because of a product code table that was not updated in their main computer.  When the new data arrives, the bad data are replaced in the fact table.  Several other things happen across the chain of supermarkets that require data to be updated in the fact table.  But finally, all of the data from May 14 are correctly loaded and no further changes are necessary.
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Figure 1 – Daily Sales Fact Schema

Two types of analyses account for the majority of the queries run against this schema.  Promotions analyses sift through data that is mostly as recent as six months.  To a lesser extent, seasonal analyses scrutinize data over the past 18 months.   We classify the data newer than six months as hot because of high promotions analysis query activity.  Data between six and 13 months old is middle-aged.  The data still have a lot of interest, but not as much as the hot data.  Data older than 13 months is old.  Although it’s still useful for some analyses, it doesn’t experience nearly the level of activity that the newer hot data experiences.  Finally after the data are 18 months old, it serves no further useful business purpose so it is removed from the warehouse to make room for new data.  Essentially, the data are obsolete or dead.  The full lifecycle is shown in Figure 2.
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Figure 2 – The Data Lifecycle

Physical Design

The physical design of each schema greatly influences the manageability, availability, performance, and the overall and ongoing maintenance costs of the data warehouse.  This section will investigate the various aspects of the physical design to optimize these five parameters.

Most schemas consist of a fact table and multiple dimension tables as shown in Figure 1.  Dimension tables contain relatively few rows compared with the fact tables.  In many cases, dimension tables will have fewer than 100,000 rows. While the length of each row can be very long, the amount of disk storage space required to house a large dimension table is still in the range of megabytes to hundreds of megabytes.  In most cases, they are easily managed as nonpartitioned tables.  Fact tables, however, can grow quite large.  Even though each row is small, consisting of the dimension keys and one or more numeric facts, big fact tables may contain billions or trillions of rows with their storage requirements measured in terabytes.  

As a practical example, consider the monthly storage requirements for the above fact table.  Based upon some real measurements, we conclude that approximately 2 billion rows will be loaded into the fact table each month, and that it requires approximately 150GB of disk storage.   The entire table contains 36 billion rows and requires 2.7TB of disk storage to hold 18 months’ data. 

Obviously, a fact table of this size should be partitioned for both performance and manageability reasons.  Because of multiple requirements, fact tables are usually range or composite partitioned by an event date, or in the above case, by an event date dimension key.  The layout of the partitioned table then resembles the timeline structure of the lifecycle. New partitions are created as required to hold the incoming data.   New data are inserted in the partitions containing the most recent event dates.  This is referred to as the leading edge of the table.  Old data that are no longer useful are removed from the opposite end of the table by dropping the partition.  This end of the table is referred to as the trailing edge (Figure 3).
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Figure 3 – Partitioned Table Layout

Choosing the Partition Time Grain

The data lifecycle plays an integral part in choosing the proper physical design and management strategy for fact tables.  In the ideal design, the data of interest for an average end-user query resides in a few partitions.   Better performance is gained when queries access data in a few smaller partitions rather than a very small number of rows in a very large partition because the local index structure will be smaller and flatter in the smaller partitions.  The query will not access any partition that does not have data of interest as long as the query contains a limiting condition on the partition key columns.  The first task is to choose the partition time grain for the fact table since that determines how much data will be housed in each partition.  There are a number of factors that influence the choice of time grain for each partition in the fact table.  These often contradictory factors must be balanced with each other to achieve the best time grain for optimal manageability and performance.

1. Data time resolution.  This refers to the time resolution of the data that will be stored in the fact table.  It is dependent on the source system data time resolution, and the end user’s query requirements.  If the time resolution of the data was only at a daily interval, then the minimum logical partition granularity is daily.  In this case, nothing would be gained by selecting a date grain smaller than one day.  If however, the time stamp on the data were to the nearest hour, then the minimum partition granularity would be hourly.

2. Data loading interval.  This refers to how frequently data are loaded into the fact table from the source system.  One practical strategy is to load all of the data for one load cycle into a single partition.  For example, if each load cycle processes one days-worth of data, then the partition grain would be daily.  The benefit of this strategy is that errant data loaded for a particular day can be easily removed by truncating a partition, rather than by executing more resource consuming delete statements on a partition containing multiple days.  

3. Data loading strategy.  This refers to the method by which data are loaded into the fact table.  If data will not be modified once they are inserted into the table, then loading the data into a staging table and exchanging it with the target partition is one practical strategy.  If however, data are modified after they are initially loaded, then performing the insert and delete operations directly on the fact table are also a practical solution.  The volume and tardiness of late arriving data should also be considered since it affects the data loading strategy.  

4. Data volume.  This is a manageability consideration.  Larger data volumes argue for smaller partition time grains to keep partitions at a manageable size.  If smaller amounts of data are produced for each time granule, then it is likely that performance will not suffer if multiple granules are loaded into a single partition.  For example, if the time grain is hourly and an average of 100,000 rows will be loaded for each hour, then an hourly partition would hold 100,000 rows and a daily partition would hold 2.4 million rows.  Either choice is probably going to be acceptable on an enterprise-class Unix host system.  However, if 10 million rows were produced each hour, the hourly partition would hold 10 million rows while the daily partition would hold 240 million rows.  A table partitioned daily will be less manageable than the table partitioned by hour if the daily partitioned table grows too large.   

5. Date interval of end-user queries.   This is a performance consideration.  Longer query date intervals argue for partitions that span longer time periods.  However, if a partition spans too large a time frame, performance may be less than optimal because the partition contains far more data than is being requested by the query.  When queries must operate on a large number of small partitions, the overhead associated with setting up the query on each partition and aggregating the final results may outweigh the benefit fine-grained partitions.  

6. Use of Parallel Execution (PX) facility. This is a performance and manageability consideration.  Many maintenance operations on partitioned tables can utilize the PX facility to improve throughput.  Maintenance tasks include rebuilding index partitions, gathering optimizer statistics, and building materialized views.  Additionally, some types of end-user queries can also utilize PX.  Multiple PX slaves can operate on a single partition, or if many partitions are being processed, one PX slave can process multiple partitions.   In Oracle 8.1, there are considerable limitations for performing parallel DML operations within a single partition.  Too large a partition grain may prevent one from taking advantage of parallel DML operations because all of the data being processed resides within a single partition.  Beginning with Oracle 9.0, most parallel DML operations can be performed within a single partition.  Although PX can operate within a single partition, better performance is usually achieved and more features are available when operating across multiple partitions.  But bear in mind that too small a partition interval also has negative consequences with respect to PX.  Because of the overhead associated with setting up PX at the SQL statement level, using PX on a small number of smaller partitions may result in worse performance than if PX were not utilized.

Obviously, there are many factors that affect the optimal choice for the partition time grain.  With some experience, it is rather straightforward to arrive at a reasonable range for the time grain by carefully considering each of the above factors.  To arrive at the optimal grain, the various candidate partition strategies should be tested with a reasonable sample of real data.

Here is an example of how to use the above factors to decide which partition time interval to use.  Data are loaded into the example table on a daily basis and since the resolution of the data is one day, no queries will access the data at a time resolution shorter than one day.  So the minimum logical partition interval is one day.  Data are loaded daily into a staging table, which is exchanged with the leading edge partition.  This strategy also argues for a daily partition.  Since the average query inspects data for one month, 30 partitions would be accessed when the daily partition scheme is utilized.  The entire table has a total of 548 partitions.  Since we estimated that the table would hold 36 billion rows, each partition would hold approximately 66 million rows require approximately 5GB of storage.  A daily partition strategy will also yield adequate granularity for PX operations such as gathering optimizer statistics, rebuilding indexes and creating materialized views.  For these reasons, a daily partition is chosen.

Determining Read-Write and Hot Zone Boundaries

The second task is to broadly define the time interval of each of the phases of the lifecycle.  The first time interval of interest is the amount of time that data may be replaced or added after being loaded.  In the theoretical data warehouse, fact data are never modified once they are loaded.  But as our above real-world example demonstrates, some data are often modified or loaded for a period of time after data are initially loaded into the leading edge partitions.   After data are no longer modified, they can be set to a read-only state.  Since data in a read-only state does not require backups for data recovery, it is desirable to have as much of the data in a read-only state as possible.   For our table, the time interval for the read-write zone is 10 days.  Since the table holds 548 days’ data, a 10-day slice represents less than 2% of the total table.  Rather than running a backup on the entire table, a backup would only be required on the 2% of the table that is in a writable state.  If this rule applied to an entire 20TB warehouse, only 400GB of data would need to be backup up on a regular basis.  This represents an enormous improvement in maintainability and a reduction in hardware and tape media costs. (Figure 4)

The data hot zone is the second time interval of interest that should be quantified.  There are a number of ways to determine this interval. During the design phase, one can interview the end-users to determine the kinds of queries that will be run against the table.  While one can usually determine what queries will be run, it is usually difficult to determine the run frequency, and the total number of users that will run them.  But at least it provides a good enough starting point to perform the physical design of the table.  For our example table, the hot zone interval is 12 months, or 365 days.  
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Figure 4 – Lifecycle Zones

During the design phase, it is only important to get a rough estimate of these values to support the design decisions.  It’s not important to know that the data can set to a read-only state after 11.42 days.  For a table holding 18-months worth of data, it’s only necessary to quantify the boundaries on the order of 1 day, 10 days, 30 days, or 6 months, or 12 months.  The maintenance processes that depend upon these parameters can be easily changed after the schema is in the production environment.  Once the schema has been migrated to the production environment, more accurate methods are available for determining the hot zone interval.  One method is to sample the shared pool for the queries that run against the table and inspect the date ranges that are specified.   Another more accurate method is to perform a buffer cache analysis by querying x$bh.  By inspecting a graph of the number of blocks in the buffer cache by the sequential partition number, the trailing edge of the hot zone will be the point on the graph where there is substantial decrease in the number of blocks in subsequent partitions.

Data that ages beyond the hot zone can be migrated to nearline storage.  Nearline storage products are a combined hardware and software solution usually based upon HSM tape technology, although some vendors are introducing products that use inexpensive high capacity disks.  The big advantage of employing a nearline storage strategy for DSS environments is that it significantly reduces data storage costs.  A fully utilized 10TB nearline tape storage subsystem costs about one-tenth as much as 10TB of storage on a high performance disk storage array.  While the query response time may be a much as five times longer when the data resides on nearline storage, it’s usually quite acceptable for queries that only occasionally access the data.   Some nearline storage vendors offer products that are fully compatible with the Oracle RDBMS.  While only one-third of our example table is suitable to reside on nearline storage, tables that contain data for much longer time periods of five or ten years would likely have higher percentages of the table stored on nearline storage.  In large data warehouses, as much as 85% of the data may be able to reside on a nearline storage system.

Estimating Storage Requirements

The next step in managing the lifecycle is to determine how much disk storage will be required to house the data for their entire life.  While much has been written about estimating these figures based upon the lengths of each column and the number of rows, this approach can produce estimates inaccurate by a factor of five or more because of the following factors.

1. The length of each column depends upon the size of the values stored in them.  It is difficult to accurately estimate these sizes based upon real data over long time periods. 

2. It is difficult to estimate the density of the data.  In the example table, since all products are not sold in every store on every day, one must estimate the average expected row count for the fact table each day.  These estimates can be highly erroneous.

3. The actual storage requirements for partitioned tables are difficult to compute.  There will always be some space that is unused in each table partition.  The amount of free space depends upon a number of factors including the block and extent size, the value of the PCTFREE parameter, and the time span stored in each partition.

4. The storage requirements of index partitions are difficult to estimate.  Additionally, the same physical factors for tables also apply when computing the storage requirements for partitioned indexes.

5. Tablespace characteristics greatly influence overall storage requirements.  Since the storage granularity of tablespaces is at the datafile level, the size and number of datafiles plays a significant role in computing overall storage requirements.  Additionally, when all of the partitions housed in a tablespace have been fully populated, there will be an amount of unused space remaining.  This amount varies widely.  For a 20GB tablespace, free space can be minimized to as little as 2%, or 400MB of total space, using well designed and implemented storage management software.  For a small 2GB tablespace managed manually, the free space may be as high as 25%, or 500MB.  

While it may be a worthy academic exercise to develop a spreadsheet that accounts for all of these variables to calculate the storage requirements, it is more accurate to determine the storage requirements for various scenarios by loading actual data into the fact table with the same underlying physical structures that will be used in the proposed production schema.  To perform these tests, enough data should be used to fully populate at least one tablespace with data and index segments.  Once the requirements for a single tablespace are known, the disk storage required to house the entire table can be more precisely calculated.  This method will help eliminate the potential surprise caused by a significant miscalculation in storage requirements for a table that ultimately requires several terabytes of storage.   

Choosing the Tablespace Configuration

At this point, the number of partitions has been defined, and so has the disk storage space requirements.  The next step is to determine the tablespace configuration for the table.  While it is common for a single tablespace to hold multiple nonpartitioned tables, there are many reasons why large partitioned tables should be housed in multiple tablespaces.  For partitioned tables, manageability will improve by creating multiple tablespaces that each hold a number of partitions.  For tables that are range-partitioned by a date dimension, it makes sense to house a number of sequential partitions within a single tablespace.  Our example table has 548 daily partitions.  If we decide to house each month’s worth of data in a single tablespace, then 18 tablespaces will be required to hold 18 months worth of data.  Each tablespace will house approximately 30 partitions as illustrated in Figure 5.
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Figure 5 – Partitioned Table Housed in Multiple Tablespaces

We could have also chosen a different partition count for each tablespace.  For instance, a tablespace could have housed one quarter’s worth of data in which case, each tablespace would hold approximately 90 partitions.  Alternatively, we could have housed as little as a single partition in each tablespace.  But choosing the number of partitions to house in each tablespace is not an arbitrary decision.  Instead, there are a number of factors that should be considered.

1. Setting data to a read-only state – As stated earilier, data that don’t change do not require a backup for database recovery purposes once they have been backed up in a read-only state.  It is therefore desirable to have as much of the data warehouse in a read-only state as possible to minimize the size of the backup sets.  Data are set to a read-only state at the tablespace level using the ALTER TABLESPACE … READONLY command, which guarantees that DML operations cannot be performed on the segments contained within the tablespace.  There is no level of finer granularity for setting data to a read-only state.  For read-only data considerations, it is desirable for tablespaces to hold no more than the number of partitions that span the read-write zone.

2. Backing up data for recovery purposes - In a large data warehouse, it is usually not practical to perform a daily backup of the entire database.  Even with a very fast high capacity tape subsystem, it could still take days, or even weeks.  Instead, only data that has changed since the last backup must be backed up.  In the most common strategies, backups are performed at a tablespace level of granularity.  If our large table consisting of 720 partitions was housed in a single tablespace, even though a single partition changed, a backup would still be required on the entire tablespace.  Over a year’s time, the entire tablespace would need to be backed up 365 times!  However, when the table is housed in 18 tablespaces with each tablespace containing 30 partitions, the size of each tablespace will be considerably smaller.  Even though an entire tablespace must still be backed up when a single partition changes, the size of the tablespace containing the changed data is now only 1/18 the size of a tablespace containing the entire table.  Even under this scenario, the tablespace will still need to be backed up 30 times before it is set to a read-only state.  If the primary goal is to reduce the size of the backup set for the entire database, then one tablespace should be created for each partition.  Later on when migrating partitions to nearline storage, the partitions can be moved to a tablespace that contains many partitions for easier management.  This will reduce the overall storage requirement by recovering the aggregate amount of space that was unused in the tablespaces holding a single partition.   The general rule is that to reduce backup time and storage media requirements, smaller tablespaces are better than larger ones.

3. Mean Time To Recovery (MTTR) – The MTTR is governed by the amount of time required to recover the largest tablespace if tablespace-level backups are being performed.  Therefore, smaller tablespaces will improve the MTTR.

4. Availability – Splitting up a large table into multiple tablespaces improves availability.  If the table is housed in a single tablespace and a datafile is corrupted, the entire table would be unavailable while the recovery is being performed.  Under a similar scenario with multiple smaller tablespaces, only the partitions in the tablespace being recovered would be unavailable.  If the corrupt tablespace contains the most recent data, then one is not any better off than if the table were housed in a single tablespace.  However, if the tablespace containing the least frequently accessed data is the one that became corrupted, then all of the queries that access the most recent data will still complete successfully.

5. Minimizing unusable disk storage – While all of the above considerations argue that smaller tablespaces are better, tablespaces that are too small result in an excessive amount of disk space being wasted.  The larger the tablespace and the more objects placed in that tablespace, the easier it is to minimize unused disk storage space.  For example, suppose that we would always like have at least enough space available in a tablespace to allocate the next 100 10MB extents.  This would require 1GB of free space.  At the ludicrous limit, suppose a tablespace is created for each partition of table that has 100 partitions.  Using this strategy, a total of 100GB of free space is always going to be available for allocations (1GB x 100), and will remain unused even after each partition has been completely filled.  Now consider the free space requirement when 10 tablespaces are created to each hold 10 partitions.  Here, a total of 10GB of free space is required to allocate the next 100 extents in each tablespace.  The amount of unused disk storage has been reduced by a factor of 10 by choosing a larger tablespace.  One could argue that free space can be reduced by resizing the datafiles after the partitions have been populated, but often times datafiles cannot be resized to eliminate free space because of the way that extent allocations occurred within the datafile.  Another possibility is to use the AUTOEXTEND feature when adding datafiles to reduce the amount of unused space.  While this feature has some utility, errors will occur if datafiles are extended when there is an insufficient amount of disk space available.   

Our example table has a 10-day read-write requirement.  If we choose to house each partition in its own tablespace, a total of 548 tablespaces would be required.  Each tablespace requires 4.9GB of storage based upon the 2.7TB total storage estimate, plus an additional 400MB of free space to allow for new extents to be created.   Because of the 10-day read-write requirement for late arriving data, tablespaces could be set to a read-only state 11 days after the data are initially loaded.  This is the optimal configuration to minimize the size of the backup sets.

Since our goal is to balance all of the above factors, we consider increasing the number of partitions per tablespace to a value of 30, so that each tablespace holds 30 days’ data.  Each of the 18 tablespaces would now require 150GB of disk storage, plus the additional 400GB of free space.  Here, tablespaces could be set to a read-only state 40 days after the first partition in the tablespace is initially loaded, or 10 days after the last partition was initially loaded.  Since considerable disk space can be saved without violating other requirements, we determine that a monthly tablespace is a reasonable choice.

Each tablespace will contain both the table partitions and the corresponding local index partitions.  While many good performance books recommend segregating table and index segments into different tablespaces, these requirements can be relaxed in most data warehouse environments.  In OLTP environments, a lot of disk activity is usually concentrated within few data blocks, so separating table and index segments is one way to help distribute disk activity to minimize contention. The other reason for segregating the two segment types is that extent sizes and total space requirements are different enough between them that wasted storage can be minimized by placing them in separate tablespaces, each with optimal extent sizes.  While these rules are still valid for smaller data warehouse tables, it is desirable to store the table and corresponding local index partitions of large fact tables in the same tablespace for more logical and efficient database administration.  When setting a tablespace to a read-only state, migrating to nearline storage, archiving, or purging the data, all of the associated segments are contained in one logical unit for easier management.  

In a properly designed data warehouse, there is rarely any appreciable performance degradation when using this arrangement because few concurrent operations are performed on any particular table or index segment.  To minimize overall disk contention, each tablespace should be comprised of many datafiles located on many physical mount points.  In a larger data warehouse, there can easily be more than a thousand mount points over which to spread I/O.  If the warehouse is properly designed, performance will be maintained even under the most demanding operations that utilize Parallel Execution (PX) to process data.  From the storage management perspective, although index partitions are usually much smaller than table partitions, the amount of space wasted by placing index and table partitions in the same tablespace can be minimized by choosing an appropriate default tablespace extent size. 

Managing the Lifecycle

Finally, one must decide how to manage the lifecycle.  Here, the term management refers to the day-to-day database administration activities that are required to support the physical structure.  The two ends of the spectrum are fully manual administration, and fully automated administration.  In a fully manual administrative environment, a DBA performs all of the tasks.  He or she writes SQL scripts to create tablespaces and partitions, add data files, and to perform the other associated tasks as the need arises.  It’s a labor intensive, tedious, and error prone endeavor.  When data warehouses are manually administered, the physical design is usually compromised to reduce workload.  This often results in an ineffective backup and recovery strategy, wasted disk space, and poor query performance.

To effectively manage a data warehouse of any reasonable size, some level of task automation must be employed.  While there are commercial products available that perform some of these tasks, there are no products that perform all of the tasks seamlessly.  One alternative is to purchase products that perform the above tasks and write some code to fill in the gaps.  The biggest problem with this type of piecemeal approach is that there is no continuity between the various processes.  Each product is likely to have it’s own standards so it is difficult to determine how the various physical entities are related simply by inspecting the entity name.  A centralized logging and notification facility with standardized formats and messages is not available, either at the database level or in flat files, so it is difficult to detect, analyze, and correct errors.  It is also unlikely that there will be a common metadata repository where states of each entity can be tracked as they make their way through the entire lifecycle. This method is an improvement over the fully manual administrative approach, but it is certainly not optimal.

The most effective and efficient approach to managing the physical aspects of the lifecycle in a highly available data warehouse is the fully automated solution.  Since no off the shelf solution currently exists, custom code must be written to perform these tasks.  The various tasks can be logically broken down as follows:

1. Tablespace creation – Tablespaces are created to house partitions created at the leading edge of the table.

2. Partition creation – Date range or composite partitions are created at the leading edge of the table some period before they will be used.

3. Datafile creation – To efficiently manage disk storage and to minimize wasted space, tablespace datafiles are created as available space nears exhaustion.

4. Setting tablespaces to read-only state – Once the last partition in a tablespace has aged beyond the read-only boundary, the entire tablespace is set to read-only state to reduce the amount of data that must be backed up for recovery purposes.  This is accomplished using the ALTER TABLESPACE … READONLY command.

5. Migrating tablespaces to nearline storage – Once the last partition in a tablespace has aged beyond the hot zone boundary, the entire tablespace is migrated to a nearline storage facility.  As the nearline migration process frees disk space, the tablespace and datafile creation programs can reuse the space.  Nearline migration is accomplished in several steps after the tablespace is in a read-only state.  First, the tablespace is taken offline using the ALTER TABLESPACE … OFFLINE command.   Next, all of the datafiles are moved from their current mount points to the nearline mount points using OS move commands.  The change in the datafile locations must now be conveyed to the database.  This is accomplished by executing the ALTER DATABASE RENAME FILE… command for each of the tablespace datafiles.  Finally, tablespace is brought online using the ALTER TABLESPACE … ONLINE command.  

Another alternative to tape-based nearline storage is to move data to a slower and less expensive disk storage system.  Beginning in Oracle 9, release 2, table and index data can be compressed to further reduce storage requirements.  This step could be incorporated as part of the migration process to nearline storage.  While compression can accomplished using several different SQL statements, one practical method is to perform the compression when partitions are moved to a new storage location using the ALTER TABLE … MOVE PARTITION … TABLESPACE … COMPRESS command.

6. Data archival – Once the most recently populated partition in a tablespace has aged beyond its useful life, the entire tablespace is archived in some form.  One method is to simply export all of the partitions in the tablespace.  If there is a good possibility that the data will used again at some point, the restoration will be facilitated by exporting each partition as an individual table.  This is accomplished in several steps using a staging table.  First, an empty staging table is created that has all of the physical features as the partitioned table.  Indexes should be created on the staging table that match each of the local indexes on the partitioned table.  Using the ALTER TABLE … EXCHANGE PARTITION … WITH TABLE … command, the data and indexes in the partition are exchanged with the empty staging table. Now, the contents of the partition that now reside in the staging table can be exported as a separate table.

7. Partition destruction – Once a tablespace has been archived, all of the partitions in the tablespace are dropped.

8. Tablespace destruction – Once all of the partitions in the tablespace have been dropped, the tablespace is dropped to recover space on the nearline storage system.  As this process frees space on the nearline storage facility, the nearline migration program can once again begin using the space.

In addition to the programs, tables should be constructed to hold information that is not available in the database data dictionary.   Metadata tables hold process configuration information and the status of each entity as it moves through each phase of the lifecycle.  For instance, a metadata table could be constructed to hold the mount points on which tablespaces and datafiles may be created.  Additional information about the physical characteristics of the tablespaces and partitions must also be stored.  Last of all, it is also useful to build tables to log the operations of the process for auditing and managing storage over longer periods of time.  

As a consultant, the author has developed custom software to fully automate the administrative tasks for several clients.  One client with a 13TB data warehouse had acquired all of the hardware necessary to support the full data lifecycle.  Supporting the lifecycle manually, a considerable amount of time was spent by DBAs writing the SQL and Korn shell scripts to perform the various management tasks as required.  Without software to automate the process, they realized that they would not be able to efficiently manage storage, and that more DBA resources would be required to manage the lifecycle as the size of the warehouse increased.  They calculated that a fully automated lifecycle management solution would pay for itself in a few months by recovering valuable space on a high-end disk subsystem, and by significantly reducing the amount of time spent by the DBA staff managing the lifecycle.  After the lifecycle management software was constructed and put into service, nearly 9GB of the data warehouse were migrated to nearline storage.  This enabled them to significantly reduce their future disk storage expenditures by reusing valuable disk space.   By dynamically creating tablespace datafiles, additional savings were realized by reducing tablespace free space to less than 5% of the total size of the tablespace.    The amount of time required by DBAs to manage the lifecycle was reduced to a few hours per week.  The residual tasks included configuration management, and responding to alert email and pager messages sent by the automation system. 

For small data warehouses with few schemas, it will not be cost effective to automate the entire process.  Small data warehouses will not likely benefit from a nearline storage system, and several of the steps may not consume a lot of administrative time.  So one may choose to automate only a few of the steps.  However, in large data warehouses, there will be many long-term benefits that justify the development costs.  First, DBAs will be freed up to perform other tasks rather than performing the repetitive, tedious, time-consuming, and error prone tasks of managing data lifecycles.  While the development cost of the automation software is a one-time up-front expense, the cost of alternatively using DBAs to perform the tasks will be significantly more expensive over time.  In a large data warehouse, the breakeven point between the cost of developing of a full automation suite and the cost of DBAs forever manually managing the lifecycle is likely to be somewhere between several months and one year.  The second benefit is that the programs will automatically enforce naming standards and conventions for tablespaces, datafiles, tables, and partitions.  It then becomes easier for DBAs to manage the data warehouse because associations between the various entities become more obvious by their names.  And last of all, operational errors that might lead to a database outage will be minimized.  For example, routine migration of tablespaces to nearline storage requires moving hundreds of datafiles over time.  Catastrophic errors such as copying to incorrect mount points, or copying different datafiles with the same name to the same mount point can be avoided.  

Choosing a Programming Language

Whether or not the task of automating the data lifecycle is daunting or not depends upon the language one chooses.  Perl is a scripting language that has the functionality for writing robust programs that must interact with the operating system and database, and that have a lot of complex programming logic.  If you throw C, Korn Shell, and SQL in a shoebox, shake it up and dump it on the table, you get Perl.  It includes most of the core C functionality, syntax, and structure.  It’s also easy to write good structured programs that utilize reusable code as packages.  Packages resemble libraries in other languages.  Perl has robust pattern matching and string parsing capabilities that make tasks like manipulating directory and file names easy.  For database access, Perl has the DBD:DBI facility, which is a seamless interface to the database that adds functionality much like that of SQL embedded within Pro*C.  SQL statements can be submitted to the database through connections that can persist for the life of the program.  It’s also possible to open multiple simultaneous database connections to perform operations on multiple databases.  Likewise, any shell commands can be executed seamlessly within Perl.  Such tasks within an automation suite would include checking for the existence of mount points, determining available disk space, manipulating files, and sending email.  Since Perl compiles at run-time, code executes efficiently.  Although Perl has been around for quite a few years and has been embellished to perform many tasks, the core code is remarkably stable and relatively bug-free.  A comprehensive debugging facility is also available.  The end result is that it’s much more productive, effective, and efficient to write these types of systems in Perl rather than a more primitive scripting language such as Korn shell.  Obviously, one can create an unmanageable mess in Perl as with most programming languages, but with good coding standards and discipline, robust and efficient code can be written that is easy to maintain.  Versions of Perl and DBD:DBI have always become available shortly after the release of a new version of an operating system, and Oracle RDBMS.  The code is publicly maintained and can be downloaded free of charge from www.cpan.org.  There are probably other languages that can also do the job well, but the pervasiveness, utility, and cost of Perl make it a good fit for this type of work.

While DBAs often express angst about learning a new language, given a few good books on the topic and some time, most familiar with shell script or C will become comfortable with Perl.  Obviously, it takes time to learn the most efficient way to program in Perl, like any other new language, but once competent with Perl, many DBAs abandon shell script for all but the most menial tasks.  Regardless of background and experience level, many books are available to help DBAs learn the language.  O’Reilly Press publishes quite a few books about Perl written by authors that have also been responsible for writing and maintaining the language.

Summary

There are many requirements to effectively manage the data lifecycle.  Effective and efficient management of the lifecycle will reduce both the hardware and management costs associated with the data warehouse facility, and improve overall database performance.  To begin the process, the lifecycle for each fact table data stream must be understood.  This includes defining who will ultimately use the data, and how they will use it.   Based upon the usage profile, the characteristics of the life of the data can be quantified.  The primary characteristics include the amount of time that the data may be modified after it is initially loaded into the warehouse, the amount of time that the data will be most frequently accessed, and the age at which the data becomes obsolete.  Based upon these parameters, an effective physical design can be developed.  During the physical design phase, the partitioning method and characteristics are established.  The characteristics of the tablespaces that hold them are also defined.   Finally, administration of the lifecycle must be managed.  This entails defining and implementing the various processes to create tablespaces, datafiles, and partitions, handle conversion of the tablespaces to a read-only state, migration to nearline storage, and ultimately data archival and removal.  These processes may be performed manually by DBAs, partially automated using off the shelf products, or by writing custom code.  While the implementation costs are the highest when custom code is developed, this option offers the most flexibility, and will pay for itself in reduced 

storage and long-term maintenance costs within a short period of time. 
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